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Description:
A spatial association rule is a rule which describes the spatial relationship between one or a set of features and another set of features in a spatial datasets. For example: ‘most buzzards in the Netherlands can be found in the neighborhood of grassland which is adjacent to deciduous forest ’. If the rule concerns associations about the presence or absence of spatial features, it is a boolean association rule. Association rules are derived from frequent patterns found in the dataset. In the example, the presence of grassland adjacent to deciduous forest is a frequent pattern on locations where buzzards are observed.

We developed a new method for finding association rules in spatial datasets which is based on a non-spatial algorithm. Finding the rules is achieved in the following four steps:

1. The spatial dataset is read from a spatial database. 

2. The dataset is compressed in a highly condensed, much smaller data structure (SFP-tree), this data structure contains all candidate frequent patterns in the dataset.

3. The Frequent Patterns are searched for in the SFP-tree.

4. Association Rules are derived from the frequent patterns.

Experiments shows that 1 and 2 are the most time consuming steps of the method, fortunately these are also the steps that can parallelized. With parallelization we expect about an order of magnitude faster performance of the method.

Keyword:  
Approach:
The data sets are stored within a large Postgres spatial database. The data mining algorithm runs in a Java based database client. To do parallel mining we need to implement to data mining method in the following architecture:

1. The data set will partitioned and distributed over different data base systems 

2. A supervisor process will query the data base systems in parallel, collect the results and build the SFP-tree.

3. The supervisor will partition the Frequent Pattern search space and distributed these partitions to number of database client.

4. Each client performs the search for Frequent Patterns and sends the results to the supervisor.

5. The supervisor derives the association rules and reports the result.

Before we describe the full use case, we would like to identify the (expected) possibilities and limitations of a parallel approach
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